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Co-reference resolution of definite descriptions

1. Introduction
The paper presents an implemented model of definite description processing that is based
on extensive empirical studies of definite description use and whose performance is
quantitatively measured. In almost all approaches to discourse processing and discourse
representation, definite descriptions have been regarded as anaphoric; and the models of
definite description processing proposed in the literature tend to emphasise the role of
common-sense inference mechanisms. The corpus study we developed are evidence that
definite descriptions are not primarily anaphoric; they are often used to introduce a new
entity in the discourse. Therefore, in the model of definite description processing that we
propose recognising discourse new descriptions plays a role as important as .identifying
the antecedent of those used anaphorically.

Unlike most previous models, our system does not make use of specific hand coded
knowledge or common-sense reasoning. As a consequence, our system can process
definite descriptions in any domain; a drawback is that our coverage is limited.
Nevertheless, our studies serve to reveal the kind of knowledge that is needed for
resolving definite descriptions. The system resulting from this work can be useful in
applications such as semi-automatic coreference annotation in unrestricted domains.

2. Corpus Study
In the linguistic literature many different uses of definite descriptions are acknowledged
and explained. Hawkins (1978) and Prince (1992) among others give us taxonomies of
the different uses of the definite article. Based on these previous works we ran two
experiments in which subjects were asked to annotate the uses of definite descriptions in
articles of the Wall Street Journal from the Penn Treebank I in the ACUDCI CD-ROM.
The subjects were asked to identify different uses of definite descriptions. The classes of
uses of definite description adopted in the experiments were:
a) direct anaphora: when a description is previously mentioned in the text and the

antecedent NP's head noun is identical to the description's head;
b) bridging: when a description is previously mentioned in the text and the antecedent's

head noun is different from the description's head (see Clark (1977));
c) discourse new: when a description refers to a new entity in the discourse.

The subjects had to identify an antecedent when the description was Glassified as
anaphoric or bridging.

The results showed that about 50% of definite descriptions in the texts were not referring
to a previously mentioned entity but novel in the discourse1

. Similar results were

1 For detailed description of the experiments see (Poesio and Vieira, 1998).
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previously presented in Fraurud (1990) for an analysis of Swedish corpus. Most
computational and semantic work on the problem has paid special attention to the
anaphoric uses, examples are Sidner (1979), Heim (1982) and Carter (1987). Based on
our empirical analysis of the corpus, we implemented a system that differs from previous
approaches in two main points. First, our system identifies definite descriptions that are
discourse new. For identifying discourse new descriptions, we have exploited the
correlation between syntax and type of use noted by Hawkins (1978) and semantically
explained by Lobner (1985). Secondly, we do not make use of hand-coded knowledge or
common-sense reasoning, although we also deal with bridging description resolution.
Instead of coding common knowledge we consult WordNet (Miller, 1993) looking for
relations between nouns (we 'use also other heuristics mentioned below).

3. The system
Our system processes newswire texts from the Penn Treebank, making use. of the
syntactic information in the parsed version of the texts. The texts in the Penn Treebank
corpus consist of a set of parsed sentences represented as Lisp lists. During a pre­
processing phase, a representation in Prolog list format is produced for each sentence,
and the noun phrases contained in it are extracted. The output of this pre-processing
phase is passed to the proper system. The system generates a representation of the
discourse which consists of a list of potential antecedents with which definite descriptions
may be resolved. The system makes uS.e of this representation and of linguistic
knowledge about apposition structures, copular constructions, postmodifying restrictive
clauses, etc. to identify discourse new definite descriptions to resolve them with an
antecedent. WordNet is also consulted. The system's output consists of a classification of
the instances of definite descriptions in the text; and of the identification of co-referential
and bridging links. The figure below shows the general architecture of the system.
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Through empirical observation of the corpus we came out with an algorithm that first
resolves direct anaphora (those descriptions that have an antecedent in the text with
identical head noun), then recognises discourse new descriptions and only after these two
steps it tries to resolve bridging descriptions or indirect anaphora (descriptions based on
related antecedents with different head nouns).

The general structure of the implemented algorithm is summarised as follows. For each
NP of the input:

1. The system assigns it an index.
2. NPs that are taken as potential antecedents2 are made available for description

resolution.
3. If the NP is a definite description, the system applies to it the following tests. The first

test passed by the definite (if any) determines its classification, and after that the next
NP is processed.

a) Examine a list of special predicates in order to identify some of the
discourse new uses (the firsL, the besL).

b) Check whether the definite NP occurs in an appositive construction;
there is no need to find an antecedent for those either (Bill Clinton, the
president). They are classified as discourse new.

c) Try to find an antecedent for the definite description by matching head
nouns. If the test succeeds the description is classified as direct anaphora
and the relation of co-reference between the two NP indexes is asserted.

d) Verify if the head of the NP is a proper noun (by checking whether it's
capitalised). If so, the description is classified as discourse new (the Tower
Bridge).

e) Check if the definite presents restrictive postmodification. Definites
that are not anaphoric and have restrictive postmodifiers are classified as
discourse new (the dream of home ownership).

f) The system verifies if there is a proper noun in premodifier position; if
so, it is considered as a restrictive premodification, and the definite
description is classified as discourse new (the Iran-Iraq war).

g) Check if the definite occurs in a copula construction. If so, the
description is classified as discourse new (the president is Bill Clinton).

h) If the tests above failed, a second version of the s¥stem which deals
with bridging references initiates a search for an anchor according to the
following heuristics:
I. Identify entity type of proper names and match descriptions with entity

types (Phillips Co. - the company);
II. Matching complements of compound nouns (stock market - the

markets);
III. WordNet look-up for synonymy, hyponymy and meronymy relations

(the dollar- the currency);

If one of the three tests above succeeds the description is classified as

2 Potential antecedents are noun phrases in the text that antecede each definite description.
3 An anchor is the antecedent of a bridging description.
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bridging and the association between description and anchor indexes is
asserted.

The system is not able to classify all occurrences of definite descriptions: when all tests
fail the definite description is not classified. Note that before trying to find an antecedent,
the system executes a few tests for identifying discourse new descriptions; the strategy
adopted is:

• eliminate some non-anaphoric cases (first two tests)4
• try to find a same head antecedent (third test),
• look for an indication that the description is discourse new (following four tests),
• try to find an anchor for the definite description (last test).

We tested several heuristics to deal with direct anaphora, the optimal version we arrived
at through our tests, includes the following:

• segmentation and recency Oust one potential antecedent for each different head
noun is available for resolution)5,

• considering indefinite, definite and possessive NPs as potential antecedents,
• the premodification of the description must be contained in the premodification of

the antecedent or else the antecedent has no premodifiers.

The heuristics for recognising bridging descriptions are only applied when the other
heuristics fail. This is because the performance of these heuristics is very poor and also
because some of the heuristics which deal with bridging descriptions are computationally
expensive; the idea was to eliminate those cases less likely to be bridging before applying
these heuristics. We observed that definite descriptions which are not resolved as direct
anaphora and not identified as discourse new by the previously presented heuristics were
(according to the corpus analysis), mostly, bridging descriptions or discourse new.6

For each text processed the system counts and displays the number of sentences,
number of NPs considered as antecedents (indefinites, possessives, definites and
others), and the number of definite descriptions processed. The system also displays its
classification of descriptions, (first occurrence of proper names, time references and
restrictive premodification, NP complements, explanatory modifiers, appositive clauses,
restrictive postmodification and copula constructions), number of resolved anaphoric
descriptions, and the number of indefinites, possessives and definites identified as
antecedents in the resolution process, and finally the number of non-identified description
The user can visualise the co-referential classes achieved in the processing of a text.

4We considered special predicates and apposition as reliable indications of discourse novelty, also
some of them produced some errors in anaphora resolution which were eliminated by processing
them first.
5 This antecedent is within a 4 sentence-window, or else the antecedent itself is a subsequen
mention or i it is identical to the definite description being resolved (including the article).

. 6 Examples of discourse new descriptions not identified by our heuristics are those cases based on
common knowledge such as the world, the nation, the government, the economy, or discourse
new NPs with restrictive premodification such as the low 40% range, the defense capital good
sector, the residential construction industry, ate.
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4. Evaluation of the results

We present here the evaluation, in terms of recall (R), precision (P) and F-measure (F)7,
of two different versions of the system. Version 1 deals with direct anaphora and
discourse new descriptions only. Version 2 deals also with bridging descriptions and
makes use of WordNet. The final figures for the training data when processed by version
1 of the system are presented in Table 1. Note that because a large number of definite
descriptions is not classified, the overall recall is only 59%, even though the recall for
anaphoric and discourse new descriptions separately is much higher. Anaphora
classification and resolution were analysed as different tasks. The analysis of anaphora
resolution considers whether the antecedent indicated by the system is correct, the
analysis of the anaphora classification task only considers if the classification is correct.
The training data is the data used in our first experiment; it consists of 1040 cases of
definite descriptions.

Table 1. Results of version 1 according to the training data

System's tasks R P F
Anaphora classification 78% 90% 83%
Anaphora resolution 76% 88% 81%
Discourse new 75% 86% 80%
Overall 59% 88% 70%..

The system was also evaluated against the test data (the data used in our second
annotation experiment). The recall and precision figures of the system's performance over
the test data are presented in Table 2. This set contained 464 definite descriptions. As
before, there were just a few more errors in anaphora resolution than in anaphora
classification. Overall recall for the test data was 53% and precision was 76%.

System's tasks R P F
Anaphora classification 67% 90% 77%
Anaphora resolution 62% 83% 71%
Discourse new 69% 72% 70%
Overall 53% 76% 63%

Table 2: Results of version 1 according to the test data

Version 2 of our system included some heuristics to deal with bridging descriptions. They
were applied only to those descriptions that failed to be treated as direct anaphora or
discourse new. For the training data the results were manually evaluated separately for
each heuristic (the anchors suggested by the system were analysed) and the results are
presented in Table 3. We present the number of acceptable anchors and the number of
false positives found by each heuristic We found far fewer bridging relations (61) than the
number we observed in the corpus analysis (204); besides, the number of false positives
produced by such heuristics is almost twice the right answers.

7 Recall = number of correct answers/number of cases; Precision = number of correct
answer/number of answers; F is a balanced combination of Rand P that penalises both very low
recall or precision.
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Bridging Class Anchors Found False Positives
Proper Names 12 14
Compound Nouns 15 10
WN Rell WN and names 34 76
Total 61 100..

Table 3. Evaluation of the heuristics for bridging descriptions (training data)

Our version 2 was tested over the test data using the automatic evaluation. In this case,
the system was only evaluated as a classifier; the anchors found were not analysed. A
total of 57 bridging relations were found, but only 19 of them had been classified as
bridging descriptions in the standard annotation. Compared to version 1 of the system,
which does not resolve, bridging descriptions, version 2 presents higher recall but lower
precision, as shown in Table 4. "

System's versions R P F
Version 1 Overall 53% 76% 62%
Version 2 Overall 57% 70% 62%

Table 4. Comparative evaluation of the system's versions {test data)

5. Conclusions

We have presented a domain independent system for qefinite description interpretation
whose development was based ,on corpus-based experiments. We implemented and
tested a system which deals with different uses of definite descriptions: in the model that
we proposed, recognising discourse new descriptions plays a role as important as
identifying the antecedent of those used anaphorically.

Our system achieved 62% recall and 83% precision for direct anaphora resolution on test
data. It achieved 69% recall and 72% prectsion when identifying discourse new
descriptions. The class of bridging descriptions is the most difficult to process. Previous
approaches to discourse processing tend to emphasise the role of common-sense
inference mechanisms. In the kind of text~ we worked with bridging descriptions are a
small class in comparison to the others; failing to resolve them does not dramatically
affect the overall performance of a shallow system such as the one proposed here. We
proposed techniques which avoid encoding specific knowledge 'and common sense
reasoning techniques; the only lexical source' we used was WordNet. As a consequence,
our system can process definite descriptions efficiently in any domain. In other text
genres the 9istribution of definite descriptions into the classes might change; but we
believe that the ordering of the heuristics we propose here will still be ad~quate. Our tests
with bridging descriptions, in which we used WordNet and other heuristics, resulted in a
great number of false positives. This suggests that a focusing mechanism for selecting
discourse referents is needed, as proposed in (Grosz and Sidner, ,1986; Grosz, 1995).
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